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ABSTRACT

Material selection is fundamental to the design process, as
it significantly affects the cost, performance, appearance, man-
ufacturability, and sustainability of a product. It is a com-
plex, open-ended challenge that forces designers to continuously
adapt to new information, balance diverse stakeholder demands,
weigh trade-offs, and navigate uncertainties to achieve the op-
timal outcome. Previous studies have explored the potential of
large language models (LLMs) to assist in the material selection
process, with findings suggesting that LLMs could provide valu-
able support. However, discrepancies between LLM outputs and
expert recommendations indicate the need for further research.
To address the limitations of standalone LLMs, particularly their
lack of reasoning and action-execution capabilities, agentic Al
has been developed with enhanced functionalities. These agents
integrate LLMs with external search tools, allowing them to re-
trieve and analyze domain-specific information, iteratively refine
responses, and improve decision-making alignment with experts.
This study compares standalone LLMs and agentic Al frame-
works, examining how search-augmented agents can more effec-
tively emulate expert decision-making in material selection. Our
findings reveal a nonlinear relationship between model size and
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performance, with some models demonstrating lower proximity
to human survey results and struggling to follow instructions.
These insights contribute to a broader understanding of Al inte-
gration in design workflows.

1 INTRODUCTION

Material selection is integral to the development cycle of en-
gineering projects, influencing many aspects of the final prod-
uct. The intrinsic properties of a material determine how it be-
haves in response to conditions such as stresses, temperatures,
and environmental factors, impacting a design’s performance and
life cycle [1]. Mechanical and physical properties also affect
compatibility with manufacturing processes, influencing the fea-
sibility of achieving the desired geometries [2]]. Incompatible
material-process pairings can increase costs and reduce perfor-
mance, while effectively optimized geometry can improve func-
tionality, reduce material waste, and lower costs [3}/4].

Beyond functionality, a material’s aesthetic properties, such
as color, texture, and finish, shape user perception [5]. Over-
all product cost is influenced not only by raw material expenses,
but also by the complexity and number of manufacturing pro-
cesses required [[6]. Sustainability concerns are also shaping
material choices as industries balance environmental impact, re-
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source depletion, and consumer demand for eco-friendly solu-
tions [4}/7,/8]]. Ultimately, the interplay between material proper-
ties, performance, aesthetics, cost, sustainability, and manufac-
turing makes material selection a complex task.

The design process is often iterative, where initial design
intent or product requirements guide material selection, which
in turn refine those requirements [9]. With multiple trade-offs
and stakeholder negotiations, this iterative process can become
time and resource-intensive [[10]. While databases and frame-
works support material selection, critical insights often lie be-
yond datasheets, requiring expert knowledge and contextual in-
formation from suppliers, case studies, and in-house reports [[11].

Advancements in artificial intelligence (AI) and natural lan-
guage processing (NLP), particularly with the emergence of large
language models (LLMs) trained on extensive textual datasets,
have significantly enhanced the ability of computers to process
and generate meaningful text [12]. Enhanced computational
power and the growing availability of datasets in recent years
have driven the widespread adoption of LLMs across diverse
fields, with one potential application being their use as tools to
recommend materials that align with the design intent [[13]].

Previous studies have collected material recommendations
across various design cases and criteria from both human experts
and LLMs to assess how well LLM-generated material sugges-
tions aligned with expert choices [14,[15]. While LLMs were
capable of generating material suggestions, many did not closely
align with expert recommendations. Researchers found that ad-
justing factors like model type, prompting strategy, and param-
eter settings improved alignment with expert recommendations,
highlighting the need for further research into replicating human
decision-making [|14].

While LLMs are capable of generating text based on input
prompts, they struggle with complex reasoning and tasks in do-
mains such as logic, spatial intelligence, and linguistic under-
standing [16l/17]]. Additionally, previous research has identified a
specific challenge in material selection, where LLMs exhibit less
variability in their responses for newer materials like composites,
and offer less consistent scores for well-established materials like
steel. This pattern suggests that older materials may be overrep-
resented in model outputs due to their historical prevalence in
literature rather than their relevance to modern design [|14].

Al agents are one approach to overcoming some LLM lim-
itations by incorporating additional tools for perception and
interaction with environments, enabling autonomy, planning,
problem-solving, and decision-making [[18,/19]. In some agen-
tic Al frameworks, the LLM acts as the core reasoning engine,
while a perception module interprets external information and an
action module executes tasks [20]. Together, these modules en-
able agentic Al to go beyond passive text generation, allowing
agents to perceive task instructions, create step-by-step plans, in-
teract with external systems, and learn from feedback to improve
performance [21].

This paper seeks to build on prior research [[14,|15] by ex-
ploring whether augmenting LLMs with search data can enhance
their ability to emulate the decisions of human experts in material
selection. Specifically, this study examines the impact of provid-
ing an LLM-driven agent with the ability to access Wikipedia
and iteratively reason while doing so. We conduct a series of ex-
periments to evaluate the role of model size and prompting tech-
niques in aligning agent recommendations with expert decision-
making.

This paper seeks to address the following research questions:

1. How does the use of an agentic Al framework influence
alignment with expert material selection behavior, compared
to standalone LLMs?

2. How does the agent’s behavior vary with respect to model
size?

3. To what extent does model size impact the ability of LLM-
powered agents to select appropriate materials?

To further support development of LLM methods, our data and
code are available on Github

2 BACKGROUND

In this section, we review related works on the challenges of
material selection, Al evaluation, and the use of Al in material
selection.

2.1 Challenges in Material Selection

Material selection is crucial in product development, influ-
encing the entire lifecycle beyond the early design stages [[22/23]].
With thousands of materials and processes available, filtering out
unsuitable options early requires expertise. Just as material prop-
erties can be modified through various processes, impacting both
performance and cost, design constraints can also be adjusted,
changing the suitability thresholds of material candidates [13].
The tension between design requirements and materials neces-
sitates a robust but flexible selection process. Researchers have
developed various frameworks for material selection, all empha-
sizing screening and ranking as essential steps to refine material
options [24].

Sustainability concerns are increasingly shaping material
choices as industries respond to climate change, resource deple-
tion, and pollution. Companies are financially incentivized to
adopt sustainable materials and manufacturing methods to meet
consumer demand, comply with environmental regulations, and
reduce costs through more efficient processes [7]. Additionally,
material shortages are making traditional materials less accessi-
ble, prompting engineers to explore alternative, less-developed

https://github.com/cmudrc/Agents—-for-Material-Sel
ection
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options [8]. This shift affects engineering decisions by prioritiz-
ing durability, recyclability, and production efficiency [4].

The Ashby chart, which compares materials by two proper-
ties, is widely used but may be limited for designs with multi-
ple constraints [9,24]]. Other methods, such as the questionnaire
method [25]], case-based reasoning [26]], multi-criteria decision
analysis [27], and weighted properties [25]], rely on measurable
attributes, expert input, or prior applications. While quantitative
analysis identifies material solutions quickly, it requires exper-
tise in data analysis. Expert knowledge ensures accuracy but can
limit innovation, while case-based selection depends on the qual-
ity of prior examples and may struggle with novel problems [[11].

At the beginning of the design process, material selection fo-
cuses on defining core requirements and exploring materials that
align with the design intent, considering factors like mechanical,
physical, and manufacturing properties [28]. Trade-offs often
arise, as materials may meet some but not all requirements [23]].
Al is increasingly aiding material discovery by analyzing large
datasets, predicting properties, and suggesting optimal combina-
tions [9/16,29]]. However, due to uncertain product requirements,
designers often default to familiar or reverse-engineered materi-
als, which may not always be optimal [29].

As the design progresses, product requirements become
more refined, with broad limitations yielding too many mate-
rial options and overly restrictive ones in too few. Finaliz-
ing constraints makes trade-offs more apparent, emphasizing the
need for testing, simulation, and prototyping to validate mate-
rial choices and address unexpected issues. Engineers must also
consider manufacturing processes and system components as de-
signs near fabrication [23]. Due to its multidisciplinary nature,
material selection is often treated as an optimization problem,
with designers iterating on constraints to identify the best ma-
terial [10]. Advanced computational tools, such as neural net-
works, assist by analyzing material properties and design pa-
rameters to predict product performance under varying condi-
tions [9430].

2.2 Evaluating LLMs and Agentic Al

The emergent behaviors of LLMs, and their wide applicabil-
ity to various domains, has led researchers to establish numerous
benchmarks to evaluate LLM reasoning abilities in many differ-
ent fields. Moreover, the rapid development of LLMs also de-
manded an equivalent development of new evaluation methods.

Starting with static test sets such as GLUE [31] and Su-
perGLUE [32]], researchers further developed multi-domain and
open-domain benchmarks for automatic evaluation of general
language understanding [33H39]. Text-based question-answer
benchmarks, or reference-dependent benchmarks, require the
model to interpret additional information from a selected corpus,
thus allowing for the evaluation of general knowledge, factoid-
type questions, questions based on long-text documents, or from

multiple sources in the model’s pre-trained corpus [40-44]. Mul-
timodal benchmarks and visual question-answer benchmarks
typically evaluate a model’s capability to answer questions about
a specific image, focusing primarily on reasoning and percep-
tion abilities [45,46L/46-49]. Despite much development around
automatic evaluation, manual evaluation remains a common and
trusted method, as it can provide more comprehensive and accu-
rate feedback on model performance [35}/50-53]].

In AI research, the term ‘agent’ originally referred to an
artificial entity capable of perceiving its surroundings through
sensors, making decisions, and subsequently taking actions in
response [54,|55]. Emergent LLM behaviors have further en-
hanced the capabilities of Al agents to plan and reason, and cou-
pled with tool usage, modern Al agents can tackle very complex
tasks [56H63]. Currently, the utility of LLM-powered agents is
evaluated primarily by the success rate of task completion, as
agents are typically implemented as human assistants [|64}|65]].
This metric evaluates whether agents achieve predetermined ob-
jectives or expected scores [|66H69]. Researchers have also con-
ducted more detailed assessments of agents’ foundational capa-
bilities, such as environmental comprehension, reasoning, plan-
ning, tool usage, and decision-making [|61,{70-72]. Furthermore,
the efficiency of the agent in completing the task has also been
used as an evaluation criterion, as the agent should complete
the task within an appropriate timeframe and with minimal re-
sources [|66]]. In this work, we build on prior research that looked
at material selection and evaluate the performance of an Al agent
on the same task.

2.3 Automating Material Selection with Al

Over the years, the material science field has kept evolving
to meet the demand to characterize and develop novel materials,
such as composites, and engineer entirely new ones with unique
property combinations, such as metamaterials [73}/74]]. Recent
advances in NLP have led the field towards the use of LLMs
for material discovery [75], experimental solid mechanics [76],
predictive material science [77], biologically inspired materials
design [78]], and various other applications in the material science
field [79].

Understanding a material’s mechanics plays an important
role in determining the feasibility of the material for a design
problem, however, as discussed in the previous section, many
other factors play a role in material selection for product design.
To this end, a few review papers have evaluated LLM capabili-
ties against mechanical engineering design tasks, including ma-
terial selection and other manufacturing-related tasks [80,/81].
LLMs have been applied to forward and inverse material design
problems [82] and knowledge retrieval from a material failure
mechanics corpus [83]. Buehler and colleagues expanded the
approach by leveraging multi-agent systems to solve mechanics
problems and automate alloy design [84,85]].
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In this paper, we bridge recent work on agentic Al frame-
works with the material selection task in product design, improv-
ing on prior work and reducing the bias that LLMs exhibit on this
task [14]].

3 METHODS

In this section, we describe the methodology used for our
study. Our approach involves using a previously collected
dataset of expert material selection decisions, developing a
tool-augmented LLM-based agent, testing prompting strategies
across model sizes, and conducting analyses to assess perfor-
mance and behavior.

3.1 Expert Data Collection

To address our research questions, we used the MSEvaE]
dataset collected by Jain et al. [15]. MSEval was obtained
through a survey conducted among material selection profession-
als, including materials scientists, materials engineers, design en-
gineers, and others in related fields, via the Autodesk Research
Community.

The experts were asked to assess a set of nine materials
(steel, aluminum, titanium, glass, wood, thermoplastic, elas-
tomer, thermoset, and composite) based on their suitability for
sixteen different scenarios, assigning a score between 0 and 10,
with O representing an unsatisfactory choice and 10 representing
an excellent choice. These scenarios included all possible com-
binations of four design applications (kitchen utensil grip, safety
helmet, spacecraft component, and underwater component) and
four design criteria (lightweight, heat resistant, corrosion resis-
tant, and high strength).

The selection of these applications, criteria, and materials
aimed to cover a wide range of use cases and maximize the like-
lihood of identifying both suitable and unsuitable design options.
Only responses from participants who indicated experience in
material selection were retained. Although not all participants
answered every question, all responses were included, resulting
in a data set collected from 138 material selection experts.

3.2 Design of LLM-Based Agent

To build our LLM-based agent, we used the Hugging Face
Transformers library. To align with expert decision-making, we
designed the agent to evaluate multiple factors critically and
solve problems effectively. We chose the ReAct framework for
its step-by-step approach, where reasoning and actions dynam-
ically refine plans, enhancing accuracy and reducing halluci-
nations [86]]. Additionally, research suggests that LLM-based
agents are better equipped to manage complex tasks and interact

Zhttps://github.com/grndnl/1llm_material_selection_j
cise

with external systems when using executable code [87]. There-
fore, we chose an agent that generates Python code instead of
JSON blobs for tool calls.

To initialize a Hugging Face agent, key parameters must be
defined, including selecting an LLM [88]]. We chose the Qwen
2.5 series for its strong performance and range of model sizes,
measured by the number of parameters, or adjustable values that
determine how the model understands and generates language.
This range, from 0.5 billion to 72 billion parameters, allows us to
examine the impact of model size on replicating expert decision-
making [89]]. These models were trained on a dataset of 18 tril-
lion tokens, the smallest units of text that an LLM can process,
surpassing the 7 trillion used in previous versions. This led to
significant advancements in text generation, mathematics, cod-
ing, instruction-following, and reasoning [89].

Furthermore, the agent requires a toolbox from which it can
select tools to use. While the Hugging Face Transformers library
includes default tools, we determined that our agent needed in-
ternet access to search for material characteristics, identify com-
parable designs, and retrieve real-time data. We developed a cus-
tom tool class that utilizes the Wikipedia API to perform searches
and retrieve summaries of the top results [88].

Finally, the agent must be initialized with a system prompt
that defines its input, expected behavior, available tools, and
output format [88]]. Clear instructions and examples within the
prompt are crucial for achieving accurate results [90]. We cus-
tomized the default system prompt to include examples of using
the Wikipedia search tool to evaluate material effectiveness in
various design cases, avoiding survey data to prevent bias. An ex-
ample of these different components interacting with each other
in the agentic framework is shown in Figure

3.3 LLM Experiments

In order to address our research questions we perform an
experiment in which we compare our agentic framework using
zero-shot prompting to standalone LLMs using zero-shot, few-
shot, parallel, and chain-of-thought prompting methods. Zero-
shot prompting provides only task instructions, offering high
interpretability, the absence of examples, and a more flexible
prompt [91]]. In contrast, few-shot prompting involves one or
more examples for better context, which helps optimize model
performance [92]]. For the few-shot evaluation, we used two ex-
amples not included in our survey.

A parallel approach directs the model to generate all nine
scores in a single query, providing faster inference, reduced com-
putational costs, and better memory efficiency. However, it re-
quires additional post-processing and may increase the risk of
model hallucinations [93,[94]]. Additionally, research has shown
that generating a sequence of intermediate reasoning steps, or a
chain of thought, can enhance LLM performance in reasoning
tasks [95]. We evaluate a two-step chain-of-thought approach,
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System prompt with instructions, examples, and rules

Prompt: "You are a material science and design
engineer expert. You are tasked with designing a
{design}. The design should be {criterion}. How well do
you think {material} would perform in this
application? Answer on a scale of 0-10, where 0 is
‘unsatisfactory, 5 is 'acceptable, and 10 is 'excellent.’
ALWAYS include just the number and no other words."

> LLM:

Qwen 2.5 (1.5B, 3B, 7B,
Observations: 14B, 32B, or 72B)
Wikipedia page

summaries

Thoughts:
"Now I know that...
I will use search to

|
|
|
|
|
I find..."
|
|
|
|
1

Environment:

Wikipedia

Wikipedia API
Tool sends
HTTP request to
conduct search

Actions:
Execute code to call
search tool

Tools:
Wikipedia API Tool
Final Answer Tool

Final Answer
Tool returns result v

Response: Material

N LLM-Powered Agent
score for application

FIGURE 1. A visualization depicting the dynamic workflow of the
agentic Al used in this work, illustrating how the prompt, LLM, tools,
and environment interact through an iterative process of thoughts, ac-
tions, and observations to produce a final response.

first prompting the model to explain how a material would per-
form in a specific design scenario, then integrating that expla-
nation into the final query where the model provides a score.
The exact prompts for each approach (zero-shot, few-shot, par-
allel, and chain-of-thought) can be found in the paper Grandi et
al. [14].

In our agentic experiments, we retained only responses
where the final answer tool was successfully called and the last
search query did not produce an error, ensuring that the results
accurately reflected the agent’s reasoning process. We also ex-
cluded responses that did not return an answer within the speci-
fied 0-10 range. If a failure occurred during reasoning, we reran
the prompt up to five times with the same design, material, and
criterion combination before excluding it from analysis. The
number of reruns, completion tokens, and types of search queries

made by the agent were logged for further analysis of the agent’s
internal behavior.

We tested these five methods (agentic, zero-shot, few-shot,
parallel, and chain-of-thought) across six different Qwen 2.5
model sizes (1.5B, 3B, 7B, 14B, 32B, and 72B) to assess the ef-
fects of both model size and prompting type. The results were
then saved for further analysi

3.4 Evaluation

We compute the average z-score and mean absolute error
(MAE) of the generated score relative to the to distribution of
survey data to measure alignment with material selection profes-
sionals. We assess how these metrics vary across model sizes and
prompting strategies.

We compute the z-score for each LLM-generated score to
measure its deviation from survey responses for the same mate-
rial. The z-score is calculated as

ey

where x is the score, U is the mean of survey responses evaluating
that material, and o is the standard deviation of survey responses
for that material.

The MAE is calculated as

1 .
MAE =~ |yi =3 )
i=1

where 7 is the number of responses, y; is the ith expert score,
and yj; is the ith predicted score.

To explore the agent’s internal behavior for our second re-
search question, we analyzed its performance across different
model sizes using several metrics. For each model size, we mea-
sured the number of reruns per prompt, both overall and for suc-
cessfully retained responses. We also examined search behavior
by calculating the total number of search queries per design, cri-
terion, and material combination, along with the proportion of
unique queries to assess search diversity. Lastly, we quantified
token usage by computing the number of completion tokens gen-
erated by the agent. We averaged these metrics across all test
cases.

To determine the similarity between search query terms,
we used sentence embeddings, which represent words as
continuous-valued vectors capturing their syntactic and semantic
properties and thereby enabling effective measurement of textual

3Results from the 14B model are excluded from most analyses due to a very
high error rate, which is discussed further in Section@]
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similarity [96,97]. We used Hugging Face’s Sentence Trans-
formers, a class of transformer models designed for generating
sentence embeddings and selected MiniLM as the most effec-
tive model for clustering our data points. To prevent clustering
based solely on specific design, criterion, or material, we filtered
queries by replacing design applications with ’{design},’ criteria
with *{criterion},” and materials with *{material}’ before repre-
senting the queries as word embeddings.

To mitigate computational costs associated with the high di-
mensionality of word embeddings, we apply Principal Compo-
nent Analysis (PCA), a linear method that reduces dimensional-
ity by projecting the data onto principal components while pre-
serving overall variance [98]]. After performing dimensionality
reduction, we visualize the word embeddings of agent queries
alongside system prompt queries to evaluate whether the agent
queries cluster around the prompt queries.

To answer our third research question, we used multiple lin-
ear regression to model the relationship between the predicting
factors and the results. We ran several regression models, with
MAE or z-score as the dependent variable, and prompting strat-
egy and model size as independent variables. Since our indepen-
dent variables include both categorical and numerical data, we
applied one-hot encoding to convert categorical data into a binary
format suitable for linear regression. Each prompting method
(agentic, zero-shot, few-shot, parallel, and chain-of-thought) is
represented by a separate column, with a value of 1 indicating
the presence of that method and O indicating its absence. We
then assessed the statistical relationship between the predictor
and response variables using the coefficients and p-values.

A coefficient in our regression model represents the change
in the dependent variable for a unit increase in an independent
variable, with all other predictors held constant. By setting the
agentic approach as the baseline with a coefficient of 0, we in-
terpret other coefficients as the change in the dependent variable
relative to this baseline. The p-value indicates the likelihood of
obtaining a result as extreme as the one observed, assuming the
independent variable has no effect on the dependent variable. A
low p-value indicates statistical significance, allowing us to re-
ject the null hypothesis and conclude that the predictor impacts
the response, while a high p-value suggests no significant rela-
tionship between the variables.

4 RESULTS AND DISCUSSION

In this section, we present results from our experiments, fo-
cusing on the inference process of the LLM-based agent, the im-
pact of model size and prompting strategy on alignment with ex-
pert decisions, and behavioral trends observed across agentic Al.

4.1 Example of LLM-Based Agent Inference Process

The agent’s inference process begins by determining what
information to search for and executing the necessary search
queries. This may involve searching for key material properties
and essential characteristics required for the target application.
After gathering this information from Wikipedia, the agent eval-
uates the material’s compatibility with the design requirements.
Finally, based on its findings, it assigns a numerical rating.

Figure [2)illustrates an example of the agent’s inference pro-
cess in evaluating composites for lightweight spacecraft compo-
nents. It performs several unique, targeted Wikipedia searches
based on the prompt and newly acquired information, refining its
assessment through multiple iterations. By synthesizing mate-
rial properties and engineering constraints, the agent ensures that
its final conclusion aligns with key requirements specified in the
prompt, such as strength-to-weight ratio. This approach brings
the agent closer to replicating the reasoning process of a material
selection expert, who may draw on domain knowledge and prior
research to iteratively refine conclusions.

However, some of the Wikipedia results retrieved by the
agent are repeated or irrelevant, suggesting that Wikipedia may
not always provide the necessary information. Additionally, in
this example, the agent primarily focuses on weight and strength,
while other critical factors, such as thermal stability and environ-
mental resistance, should also be considered when evaluating the
suitability of a material for a given application and criterion.

4.2 Effects of Model Size and Prompting Strategy on
LLM Performance

Regression analysis is used to develop models that relate ex-
perimental parameters to key LLM performance metrics. Specif-
ically, we aim to predict proximity to survey results, measured
by z-score and MAE, based on model size and prompting strat-
egy. This relationship is mathematically expressed as 2 = f(C,S)
and MAE = f(C,S), where 2 is the predicted z-score, MAE is the
predicted MAE, S is the model size, and C denotes prompt type.
S is treated as a continuous variable. We represent C using sev-
eral binary categorical variable; C4 represents the use of an agen-
tic framework, Cz represents zero-shot prompting, Cr represents
few-shot prompting, Cp represents parallel prompting, and C¢
represents chain-of-thought prompting. We consider both main
effects and secondary effects in the regression model.

The coefficients for each of these variables from our linear
regression model for predicting z-scores are shown in Figure
while those for predicting MAE metrics are shown in Figure
Our results indicate that the interaction between model size and
prompt type has minimal impact on performance for both z-score
and MAE, as they do not exhibit statistical significance with a p-
value greater than 0.1.

Coefficient values for C are relative to the effect of C4. We
observe that zero-shot, few-shot, and chain-of-thought prompt-
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Prompt

"You are a material science and design engineer expert. You are tasked with designing a spacecraft component. The design should be lightweight. How well do you think composite
would perform in this application? Answer on a scale of 0-10, where 0 is 'unsatisfactory,' 5 is 'acceptable, and 10 is 'excellent.' ALWAYS include just the number and no other words."

\J

Thought Action Observation
Calls Wikipedia search tool for Wikipedia page summaries for '‘Composite
"I will use search to find the properties of composite materials.” ‘properties of composite materials’' material, 'Dental Composite', and Advanced

composite materials (engineering)’

v

Thought Action Observation
"The search results indicate that composite materials are lightweight and Calls Wikipedia search tool for Wikipedia page summaries for ‘Spacecraft )
have high strength-to- weight properties. I will use search to find necessary 'necessary properties of spacecraft thermal control,’ Huygens (spacecraft), »Alta“’
properties of spacecraft components.” components’ (spacecraft), and 'Spacecraft propulsion
Thought Action Observation
"The search results indicate that spacecraft components need to be _ Calls Wikipedia search tool for Wikipedia page summaries for ‘Composite
lightweight, strong, and durable. I will use search to find whether composite ‘composite materials use in spacecraft material,’ 'Materials for use in vacuum, and
materials are suitable for spacecraft components.” components’ ‘Spacecraft thermal control’

Thought Action

"The search results indicate that composite materials are commonly used in »| Calls final answer tool to return a score EXIT

spacecraft components due to their lightweight and strength properties. Let's of 10

return the result.”

FIGURE 2. A flowchart of the LLM-based agent’s reasoning process when asked to assess the suitability of composite materials for a lightweight
spacecraft component. The agent can interact with Wikipedia, determine when and what to search, and use findings to draw conclusions.

Contribution to Predicting Z-Score

[ Positive
Cc - sokok [ Negative
*: p<o0.1
Cz 4 ok **. p<0.05
# < 0.01
CF | * S: Size
S Cc: Chain-of-
Thought
Ce Ce x S- | Cr: Few-shot
Cp: Parallel
0.0 01 0.2 0.3 0.4 0.000 0.001 0.002 0.003 0.004 Cz: Zero-shot
Coefficient Value Coefficient Value

FIGURE 3. The contributions of model size and prompt type to predicting z-score are represented as coefficients in the linear regression model.
The p-values and coefficients indicate that chain-of-thought, zero-shot, and few-shot prompting with standalone LLMs lead to a significant increase in
z-score compared to the agentic framework.

ing methods lead to a statistically significant increase in the z- agentic framework over parallel prompting is negligible. Addi-
score compared to the agentic framework, suggesting that these tionally, there appears to be minimal change in the z-score as
strategies worsen model performance. On the other hand, while model size increases, demonstrating a non-linear effect of size
parallel prompting appears to decrease the z-score, its effects are on proximity to survey results.

not Statistically Signiﬁcant. This indicates that the benefit of an In contrast, all prompting methods using standalone LLLMs
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Contribution to Predicting MAE

00 01 02 03 04 05 06 0.000

Coefficient Value

Czx S

Cp x S

CF xS

Cc x S

[0 Positive
[ Negative

*: p<0.1
# . < 0.05
o6 p < 0.01

S: Size

Cc: Chain-of-
Thought

Cr: Few-shot

Cp: Parallel

0.001 0.002 0.003 0.004 Cz: Zero-shot
Coefficient Value

FIGURE 4. The contributions of model size and prompt type to predicting MAE relative to survey data are represented as coefficients in the linear
regression model. The p-values and coefficients indicate that all prompting strategies used with standalone LLMs result in a significant decrease in

MAE compared to the agentic framework.

Scores by Model Size for Agentic Al

© 1 |
8
7 7
o 6
5 5
“ g
5
2 i
o
Survey 1.5B 3B 7B 32B 72B
Model Size

FIGURE 5. The scores from our agentic experiments analyzed by
model size, with median values labeled.

result in a significant reduction in MAE compared to the agen-
tic framework, with zero-shot prompting yielding the largest de-
crease in MAE. We do not observe a statistically significant de-
crease in MAE as model size increases, further suggesting that
larger models do not necessarily lead to more accurate predic-
tions. This indicates that the choice of prompting strategy has a
more pronounced effect on performance than model size.

4.3 LLM-Based Agent Behavior

Figure [3] illustrates the distribution of scores by model size
for our agentic experiments, while Figure[6] presents the distribu-
tion for standalone LLM experiments. The distribution of scores
across all model sizes, categorized by prompt type, is shown in
Figure[7]

The results indicate that standalone LLMs generate scores
with lower variability than material selection experts, as indi-
cated by the smaller interquartile range. However, the agen-
tic framework produces the highest variance, surpassing survey

Scores by Model Size for Standalone LLMs
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FIGURE 6. The scores from our standalone LLM experiments ana-
lyzed by model size, with median values labeled.
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FIGURE 7. The scores from our experiment analyzed by prompt type,
with median values labeled.

data and suggesting that LLM-based agents better capture expert
decision-making variability. For smaller and mid-sized models
(1.5B, 3B, and 7B), agentic Al generally rates materials as more
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1.5B 3B 7B 14B 32B 72B
6.9% 0.0% 0.0% 94.4% 3.5% 34.7%

TABLE 1. The percentage of responses omitted by our program, cate-
gorized by model size, based on whether the final answer tool was called
and whether the last agent iteration resulted in an error. Nearly all re-
sponses were omitted for the 14B model, while no responses were omit-
ted for the 3B and 7B models.

Mean Completion Tokens Count
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FIGURE 8. The mean number of completion tokens used for each
iteration of the agent workflow, categorized by model size, with error
bars representing standard deviation. The 14B model required the most
tokens, followed by the 72B model, with the 32B model using the fewest
tokens.

suitable than standalone LLMs. Across all plots, Al consistently
assigns higher suitability scores than human professionals.

Upon reviewing the agent logs, we found that the LLM-
powered agent occasionally encountered repeated code parsing
errors. After reaching the maximum number of query iterations,
it defaulted to returning a response based on the error-handling
mechanism rather than the intended reasoning process. Further
analysis revealed that the final answer tool was not called, and
an error was reported in the last iteration before a response. Dur-
ing development, we modified our code to rerun a prompt up to
five times in an attempt to achieve successful execution before
omitting it.

We measured prompt omissions, total and successful reruns,
total and unique queries, and completion tokens across model
sizes. Table [T]shows the percentage of omitted responses, while
Figure [§] presents the average completion token count. Sum-
maries of the remaining metrics can be found in Figures [I0] and
[[T]in Appendix A.

Our results revealed non-linear effects of model size on per-
formance. We found that while smaller models (1.5B and 3B) ex-
hibited some omissions and reruns, the 7B model demonstrated
the most stability, with no omissions, nearly zero reruns for suc-
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FIGURE 9. The results of the word embeddings analysis after PCA,
color-coded based on model size, reveal three main clusters around the
system prompt embeddings. This suggests that the models generally
generate query responses that align with the system prompt.

cessful prompts, and a 100% unique query proportion. However,
at 14B, performance dropped drastically, with nearly all results
being omitted, leading us to exclude the 14B data from further
analysis. Larger models (32B and 72B) also exhibited more
omissions, increased reruns, and a lower proportion of unique
queries compared to the 7B model. The average number of com-
pletion tokens initially increased with model size, then dropped
at 32B, before rising again at 72B.

In the agent logs, we observed that many of the agent’s
queries closely followed the predefined query formats in the sys-
tem prompt, such as properties of {material}, necessary prop-
erties of {design}, and {material} use in {design}.This finding
aligns with our embedding analysis, shown in Figure [J] after ap-
plying PCA to reduce the dimensionality. The data points pri-
marily group into three main clusters near the embeddings asso-
ciated with the example searches provided in the system prompt
(which are represented by black dots). This indicates that the
models often generate similar terms or structures. However, there
is still significant variability around these points, suggesting vari-
ability in query construction.

Upon reviewing the queries in each cluster, we find that the
clusters correspond to distinct themes: one focuses on mate-
rial properties related to a criterion, another centers on design-
related properties and requirements, and the third examines how
materials perform within specific applications and criteria. Fur-
thermore, model sizes tend to cluster differently. For instance,
the left cluster includes only prompts from smaller and larger
models, while the right cluster is primarily composed of smaller
and mid-sized models, suggesting that model size influences the
types of queries generated by the LLM-powered agent.
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4.4 Additional Observations

A review of the agent logs revealed that the 14B and 72B
models often provided longer explanations, leading to greater
completion token usage. The 14B model typically included its
justification within the final response, not fully adhering to the
instruction to return only a single integer. This behavior is con-
sistent with its higher omission and rerun rates. In contrast, the
72B model expressed its reasoning through more extensive code
when calling the final answer tool, incorporating comments to
justify the assigned score. For the remaining models (1.5B, 3B,
7B, and 32B), we observe that as model size increases, the length
of generated thoughts also tends to increase, resulting in higher
token consumption. Unlike the 14B and 72B models, these mod-
els do not exhibit behaviors such as returning invalid final an-
swers or generating longer code.

The average z-score and MAE across prompting strategies
and model sizes are presented in Figs. and [13]in Appendix
A. We assume that a closer proximity to the survey data indi-
cates greater accuracy, with z-scores and MAE:s closer to 0 being
ideal. Our z-score analysis reveals a non-linear relationship be-
tween model size and alignment with expert decision-making,
consistent across all prompting strategies, with the z-score min-
imized at 7B and highest at 1.5B and 72B.This aligns with prior
findings that mid-sized models require fewer reruns and improve
query efficiency, as well as our linear regression results, which
found no statistically significant effect of model size on the z-
score.

When assessed by MAE, parallel prompting with the 72B
model performs best. However, zero-shot and parallel prompt-
ing with the 3B model yield comparable results, suggesting that
smaller models can achieve similar accuracy. The agentic sys-
tem, despite being the second-best strategy based on z-score,
shows the least alignment in terms of MAE. Beyond a certain
model size, MAE remains steady, contrasting with the z-score
behavior, where performance initially increases and then de-
creases with size. These differences stem from their calculation
methods. The z-score measures direction and magnitude, nor-
malizing for scale, while the MAE focuses solely on the mag-
nitude of the distance between points. As a result, when using
z-scores, negative and positive deviations can cancel each other
out, indicating that the agent produces results that do not consis-
tently deviate above or below the survey data.

The non-linear trends observed in our study align with previ-
ous research showing that performance in instruction-following,
math, and coding among Qwen-2.5 models does not scale pre-
dictably with size. Specifically, the Qwen-2.5 14B model per-
formed worse on several benchmarks compared to the 7B and
32B models [99]]. This behavior may be due to the uneven scal-
ing of architectural factors, such as layers, attention heads, and
context length, with model size [89].
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5 LIMITATIONS AND FUTURE WORK

While our analysis provides valuable insights into the ef-
fects of prompting strategies and model size on LLM perfor-
mance, several limitations must be considered. Our data was
collected exclusively from Qwen 2.5B models, which limits the
generalizability of our findings to other model series. Different
architectures may exhibit varying performance patterns depend-
ing on size and prompt type. Future research should investigate
a broader range of models to better understand how these factors
interact across diverse LLMs.

Our study also focused solely on zero-shot prompting with
an LLM-based agent, leaving the potential effects of other
prompting strategies within an agentic framework unexamined.
Future research should explore how few-shot, parallel, and
chain-of-thought prompting influence an agentic system’s ability
to replicate expert decision-making in comparison to standalone
LLM:s.

We equipped our LLM-based agent with a Wikipedia search
tool. While Wikipedia provides general information, it is not
considered a scholarly resource and has a limited knowledge
base, as evidenced by its often uninformative page summaries.
In practice, material selection professionals often rely on peer-
reviewed journals, industry reports, and past project data. Future
research could explore retrieval-augmented generation (RAG)
tools for accessing specialized databases or alternative search
APIs to enhance result quality.

Additionally, during our experiments, we observed unex-
plained behavior in our agentic framework, particularly with the
14B model, which frequently encountered errors and failed to
execute the final answer tool correctly. Investigating the root
causes of these errors and identifying potential mitigation strate-
gies would be valuable. Future research could also explore how
variations in prompting techniques and phrasing may influence
the frequency and nature of these failures.

We observed slight differences in the behavior of the LLM-
based agent, leading to variations in the final scores generated
across different runs. Similar fluctuations were noted in stan-
dalone LLMs as well. Since our analysis was based on a single
run for each method, future work should explore the stability
of results across multiple trials to assess the reproducibility and
variance of model outputs.

6 CONCLUSION

The agentic framework effectively enables LLMs to execute
actions and interact with external environments using tools. Our
research demonstrates that this structured approach allows LLMs
to break down complex tasks and generate informed responses,
facilitating a reasoning process that more closely resembles how
a material selection expert might approach decision-making. Our
LLM-based agent tends to replicate search queries similar to
those provided in the system prompt, emphasizing the impor-
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tance of strong examples in guiding Al behavior for complex
design tasks.

Our findings reveal a non-linear relationship between model
size and agentic Al performance, particularly in omission rate,
token usage, and alignment with survey data. The 14B model
exhibited erratic behavior, frequently failing to follow instruc-
tions and consuming the most tokens, while the 7B model had z-
scores closest to zero. These findings align with prior research on
Qwen-2.5 models, which show that performance in instruction-
following, mathematical reasoning, and code generation does not
consistently improve with size, likely due to uneven scaling of ar-
chitectural components. However, there appeared to be a more
linear trend between model size and MAE relative to survey data,
suggesting that mid-sized LLMs may produce more balanced re-
sults without consistent directional bias.

Our linear regression results demonstrated that model size
had little impact on alignment to expert decision-making, while
the choice of prompting style played a larger role in predicting
both z-score and MAE. We also found that the effects of model
size within each prompting strategy were minimal. This suggests
that prompt engineering has a greater influence than model size
in driving accurate agentic behavior across various design appli-
cations. By carefully refining prompts, designers can optimize
Al’s reasoning and decision-making abilities, often achieving su-
perior performance with mid-sized models.
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FIGURE 10. The mean number of reruns for all prompts and success-
ful prompts, categorized by model size. Both the overall mean and the
average number of reruns for successful prompts are lowest for the 7B
model.
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FIGURE 11. The mean number of queries and unique queries for suc-
cessful prompts, broken down by model size. All queries were unique
for the 7B and 14B models, whereas the 1.5B, 32B, and 72B models had
some repeated queries.
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FIGURE 12. The mean z-scores from experiments across all prompt-
ing strategies and model sizes. On average, the lowest z-score is ob-
served for the 7B and 32B agentic models, while the highest z-score is
seen for the 1.5B model using zero-shot and few-shot prompting.
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FIGURE 13. The MAE:s to survey data from experiments across all
prompting strategies and model sizes. The greatest error is observed for
the 1.5B agentic model, while the least is recorded for the 72B model

using parallel prompting.
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